Abstract

As empirically demonstrated by the last SensEval exercises, assigning the appropriate meaning to words in context has resisted all attempts to be successfully addressed. One possible reason could be the use of inappropriate set of meanings. In fact, WordNet has been used as a de-facto standard repository of meanings. However, to our knowledge, the meanings represented by WordNet have been only used for WSD at a very fine-grained sense level or at a very coarse-grained class level. We suspect that selecting the appropriate level of abstraction could be on between both levels. We use a very simple method for deriving a small set of appropriate meanings using basic structural properties of WordNet. We also empirically demonstrate that this automatically derived set of meanings groups senses into an adequate level of abstraction in order to perform class-based Word Sense Disambiguation, allowing accuracy figures over 80%.

1 Introduction

Word Sense Disambiguation (WSD) is an intermediate Natural Language Processing (NLP) task which consists in assigning the correct semantic interpretation to ambiguous words in context. One of the most successful approaches in the last years is the supervised learning from examples, in which statistical or Machine Learning classification models are induced from semantically annotated corpora (Márquez et al., 2006). Generally, supervised systems have obtained better results than the unsupervised ones, as shown by experimental work and international evaluation exercises such as Senseval1. These annotated corpora are usually manually tagged by lexicographers with word senses taken from a particular lexical semantic resource—most commonly WordNet2 (WN) (Fellbaum, 1998).

WN has been widely criticized for being a sense repository that often provides too fine–grained sense distinctions for higher level applications like Machine Translation or Question & Answering. In fact, WSD at this level of granularity has resisted all attempts of inferring robust broad-coverage models. It seems that many word–sense distinctions are too subtle to be captured by automatic systems with the current small volumes of word–sense annotated examples. Possibly, building class-based classifiers would allow to avoid the data sparseness problem of the word-based approach. Recently, using WN as a sense repository, the organizers of the English all-words task at SensEval-3 reported an inter-annotation agreement of 72.5% (Snyder and Palmer, 2004). Interestingly, this result is difficult to outperform by state-of-the-art sense-based WSD systems.

Thus, some research has been focused on deriving different word-sense groupings to overcome the fine–grained distinctions of WN (Hearst and Schütze, 1993), (Peters et al., 1998), (Mihalcea and Moldovan, 2001), (Agirre and LopezDeLaCalle, 2003), (Navigli, 2006) and (Snow et al., 2007). That is, they provide methods for grouping senses of the same word, thus producing coarser word sense groupings for better disambiguation.

Wikipedia3 has been also recently used to overcome some problems of automatic learning methods: excessively fine–grained definition of meanings, lack of annotated data and strong domain dependence of existing annotated corpora. In this way, Wikipedia provides a new very large source of annotated data, constantly expanded (Mihalcea, 2007).

1http://www.senseval.org
2http://wordnet.princeton.edu
3http://www.wikipedia.org
In contrast, some research have been focused on using predefined sets of sense-groupings for learning class-based classifiers for WSD (Segond et al., 1997), (Ciaramita and Johnson, 2003), (Villarejo et al., 2005), (Curran, 2005) and (Ciaramita and Altun, 2006). That is, grouping senses of different words into the same explicit and comprehensive semantic class.

Most of the later approaches used the original Lexicographical Files of WN (more recently called SuperSenses) as very coarse–grained sense distinctions. However, not so much attention has been paid on learning class-based classifiers from other available sense–groupings such as WordNet Domains (Magnini and Cavaglià, 2000), SUMO labels (Niles and Pease, 2001), EuroWordNet Base Concepts (Vossen et al., 1998), Top Concept Ontology labels (Alvez et al., 2008) or Basic Level Concepts (Izquierdo et al., 2007). Obviously, these resources relate senses at some level of abstraction using different semantic criteria and properties that could be of interest for WSD. Possibly, their combination could improve the overall results since they offer different semantic perspectives of the data. Furthermore, to our knowledge, to date no comparative evaluation has been performed on SensEval data exploring different levels of abstraction. In fact, (Villarejo et al., 2005) studied the performance of class–based WSD comparing only SuperSenses and SUMO by 10–fold cross–validation on SemCor, but they did not provide results for SensEval2 nor SensEval3.

This paper empirically explores on the supervised WSD task the performance of different levels of abstraction provided by WordNet Domains (Magnini and Cavaglià, 2000), SUMO labels (Niles and Pease, 2001) and Basic Level Concepts (Izquierdo et al., 2007). We refer to this approach as class–based WSD since the classifiers are created at a class level instead of at a sense level. Class-based WSD clusters senses of different words into the same explicit and comprehensive grouping. Only those cases belonging to the same semantic class are grouped to train the classifier. For example, the coarser word grouping obtained in (Snow et al., 2007) only has one remaining sense for “church”. Using a set of Base Level Concepts (Izquierdo et al., 2007), the three senses of “church” are still represented by faith.n#3, building.n#1 and religious.ceremony.n#1.

The contribution of this work is threefold. We empirically demonstrate that a) Basic Level Concepts group senses into an adequate level of abstraction in order to perform supervised class–based WSD, b) that these semantic classes can be successfully used as semantic features to boost the performance of these classifiers and c) that the class-based approach to WSD reduces dramatically the required amount of training examples to obtain competitive classifiers.

After this introduction, section 2 presents the sense-groupings used in this study. In section 3 the approach followed to build the class–based system is explained. Experiments and results are shown in section 4. Finally some conclusions are drawn in section 5.

2 Semantic Classes

WordNet (Fellbaum, 1998) synsets are organized in forty five Lexicographer Files, more recently called SuperSenses, based on open syntactic categories (nouns, verbs, adjectives and adverbs) and logical groupings, such as person, phenomenon, feeling, location, etc. There are 26 basic categories for nouns, 15 for verbs, 3 for adjectives and 1 for adverbs.

WordNet Domains\(^4\) (Magnini and Cavaglià, 2000) is a hierarchy of 165 Domain Labels which have been used to label all WN synsets. Information brought by Domain Labels is complementary to what is already in WN. First of all a Domain Label may include synsets of different syntactic categories: for instance MEDICINE groups together senses from nouns, such as doctor and hospital, and from Verbs such as to operate. Second, a Domain Label may also contain senses from different WordNet subhierarchies. For example, SPORT contains senses such as athlete, deriving from life form, game equipment, from physical object, sport from act, and playing field, from location.

SUMO\(^5\) (Niles and Pease, 2001) was created as part of the IEEE Standard Upper Ontology Working Group. The goal of this Working Group is to develop a standard upper ontology to promote data interoperability, information search and retrieval, automated inference, and natural language processing. SUMO consists of a set of concepts, relations, and axioms that formalize an upper ontology. For these experiments, we used the complete WN1.6 mapping with 1,019 SUMO labels.

\(^4\)http://wndomains.itc.it/
\(^5\)http://www.ontologyportal.org/
Basic Level Concepts\(^6\) (BLC) (Izquierdo et al., 2007) are small sets of meanings representing the whole nominal and verbal part of WN. BLC can be obtained by a very simple method that uses basic structural WN properties. In fact, the algorithm only considers the relative number of relations of each synset along the hyponymy chain. The process follows a bottom-up approach using the chain of hyponymy relations. For each synset in WN, the process selects as its BLC the first local maximum according to the relative number of relations. The local maximum is the synset in the hyponymy chain having more relations than its immediate hyponym and immediate hypernym. For synsets having multiple hypernyms, the path having the local maximum with higher number of relations is selected. Usually, this process finishes having a number of preliminary BLC. Obviously, while ascending through this chain, more synsets are subsumed by each concept. The process finishes checking if the number of concepts subsumed by the preliminary list of BLC is higher than a certain threshold. For those BLC not representing enough concepts according to the threshold, the process selects the next local maximum following the hyponymy hierarchy. Thus, depending on the type of relations considered to be counted and the threshold established, different sets of BLC can be easily obtained for each WN version.

In this paper, we empirically explore the performance of the different levels of abstraction provided by Basic Level Concepts (BLC) (Izquierdo et al., 2007).

Table 1 presents the total number of BLC and its average depth for WN1.6, varying the threshold and the type of relations considered (all relations or only hyponymy).

<table>
<thead>
<tr>
<th>Thres.</th>
<th>Rel.</th>
<th>PoS</th>
<th>#BLC</th>
<th>Av. depth</th>
</tr>
</thead>
<tbody>
<tr>
<td>0</td>
<td>all</td>
<td>Noun</td>
<td>3,094</td>
<td>7.09</td>
</tr>
<tr>
<td></td>
<td>hypo</td>
<td>Verb</td>
<td>1,256</td>
<td>3.32</td>
</tr>
<tr>
<td>20</td>
<td>all</td>
<td>Noun</td>
<td>558</td>
<td>5.81</td>
</tr>
<tr>
<td></td>
<td>hypo</td>
<td>Verb</td>
<td>673</td>
<td>1.25</td>
</tr>
<tr>
<td>50</td>
<td>all</td>
<td>Noun</td>
<td>233</td>
<td>5.21</td>
</tr>
<tr>
<td></td>
<td>hypo</td>
<td>Verb</td>
<td>633</td>
<td>1.13</td>
</tr>
</tbody>
</table>

Table 1: BLC for WN1.6 using all or hyponym relations

\(6\)http://adimen.si.ehu.es/web/BLC

Table 2: Examples and number of them in Semcor, for sense approach and for class approach

<table>
<thead>
<tr>
<th>Classifier</th>
<th>Examples</th>
<th># of examples</th>
</tr>
</thead>
<tbody>
<tr>
<td>church.n#2 (sense approach)</td>
<td>church.n#2</td>
<td>58</td>
</tr>
<tr>
<td>building.n#1</td>
<td>building.n#1</td>
<td>48</td>
</tr>
<tr>
<td>hotel.n#1</td>
<td>hotel.n#1</td>
<td>39</td>
</tr>
<tr>
<td>hospital.n#1</td>
<td>hospital.n#1</td>
<td>20</td>
</tr>
<tr>
<td>barn.n#1</td>
<td>barn.n#1</td>
<td>17</td>
</tr>
</tbody>
</table>

3 Class-based WSD

We followed a supervised machine learning approach to develop a set of class-based WSD tags. Our systems use an implementation of a Support Vector Machine algorithm to train the classifiers (one per class) on semantic annotated corpora for acquiring positive and negative examples of each class and on the definition of a set of features for representing these examples. The system decides and selects among the possible semantic classes defined for a word. In the sense approach, one classifier is generated for each word sense, and the classifiers choose between the possible senses for the word. The examples to train a single classifier for a concrete word are all the examples of this word sense. In the semantic–class approach, one classifier is generated for each semantic class. So, when we want to label a word, our program obtains the set of possible semantic classes for this word, and then launch each of the semantic classifiers related with these semantic categories. The most likely category is selected for the word. In this approach, contrary to the word sense approach, to train a classifier we can use all examples of all words belonging to the class represented by the classifier. In table 2 an example for a sense of “church” is shown. We think that this approach has several advantages. First, semantic classes reduce the average polysemy degree of words (some word senses are grouped together within the same class). Moreover, the well known problem of acquisition bottleneck in supervised machine learning algorithms is attenuated, because the number of examples for each classifier is increased.

3.1 The learning algorithm: SVM

Support Vector Machines (SVM) have been proven to be robust and very competitive in many NLP tasks, and in WSD in particular (Márquez et al., 2006). For these experiments, we used SVM-Light (Joachims, 1998). SVM are used to learn an hyperplane that separates the positive from the
negative examples with the maximum margin. It means that the hyperplane is located in an intermediate position between positive and negative examples, trying to keep the maximum distance to the closest positive example, and to the closest negative example. In some cases, it is not possible to get a hyperplane that divides the space linearly, or it is better to allow some errors to obtain a more efficient hyperplane. This is known as “soft-margin SVM”, and requires the estimation of a parameter (C), that represent the trade-off allowed between training errors and the margin. We have set this value to 0.01, which has been proved as a good value for SVM in WSD tasks.

When classifying an example, we obtain the value of the output function for each SVM classifier corresponding to each semantic class for the word example. Our system simply selects the class with the greater value.

3.2 Corpora

Three semantic annotated corpora have been used for training and testing. SemCor has been used for training while the corpora from the English all-words tasks of SensEval-2 and SensEval-3 have been used for testing. We also considered SemEval-2007 coarse–grained task corpus for testing, but this dataset was discarded because this corpus is also annotated with clusters of word senses.

SemCor (Miller et al., 1993) is a subset of the Brown Corpus plus the novel The Red Badge of Courage, and it has been developed by the same group that created WordNet. It contains 253 texts and around 700,000 running words, and more than 200,000 are also lemmatized and sense-tagged according to Princeton WordNet 1.6.

SensEval-2\footnote{http://www.sle.sharp.co.uk/senseval2} English all-words corpus (hereinafter SE2) (Palmer et al., 2001) consists on 5,000 words of text from three WSJ articles representing different domains from the Penn TreeBank II. The sense inventory used for tagging is WordNet 1.7. Finally, SensEval-3\footnote{http://www.senseval.org/senseval3} English all-words corpus (hereinafter SE3) (Snyder and Palmer, 2004), is made up of 5,000 words, extracted from two WSJ articles and one excerpt from the Brown Corpus. Sense repository of WordNet 1.7.1 was used to tag 2,041 words with their proper senses.

3.3 Feature types

We have defined a set of features to represent the examples according to previous works in WSD and the nature of class-based WSD. Features widely used in the literature as in (Yarowsky, 1994) have been selected. These features are pieces of information that occur in the context of the target word, and can be organized as:

- **Local features**: bigrams and trigrams that contain the target word, including part-of-speech (PoS), lemmas or word-forms.
- **Topical features**: word–forms or lemmas appearing in windows around the target word.

In particular, our systems use the following basic features:

- **Word–forms and lemmas** in a window of 10 words around the target word
- **PoS**: the concatenation of the preceding/following three/five PoS
- **Bigrams and trigrams** formed by lemmas and word-forms and obtained in a window of 5 words. We use of all tokens regardless their PoS to build bi/trigrams. The target word is replaced by $X$ in these features to increase the generalization of them for the semantic classifiers.

Moreover, we also defined a set of **Semantic Features** to explode different semantic resources in order to enrich the set of basic features:

- **Most frequent semantic class** calculated over SemCor, the most frequent semantic class for the target word.
- **Monosemous semantic classes** semantic classes of the monosemous words around the target word in a window of size 5. Several types of semantic classes have been considered to create these features. In particular, two different sets of BLC (BLC20 and BLC50\footnote{We have selected these set since they represent different levels of abstraction. Remember that 20 and 50 refer to the threshold of minimum number of synsets that a possible BLC must subsume to be considered as a proper BLC. These BLC sets were built using all kind of relations.}), SuperSenses, WordNet Domains (WND) and SUMO.

In order to increase the generalization capabilities of the classifiers we filter out irrelevant features. We measure the relevance of a feature\footnote{That is, the value of the feature, for example a feature type can be word-form, and a feature of that type can be “houses”} $f$ for a class $c$ in terms of the frequency of $f$. For each class $c$, and for each feature $f$ of that class, we calculate the frequency of the feature within the class (the number of times that it occurs in examples...
of the class), and also obtain the total frequency of the feature, for all the classes. We divide both values (classFreq / totalFreq) and if the result is not greater than a certain threshold \( t \), the feature is removed from the feature list of the class \( c^{11} \). In this way, we ensure that the features selected for a class are more frequently related with that class than with others. We set this threshold \( t \) to 0.25, obtained empirically with very preliminary versions of the classifiers on SensEval3 test.

4 Experiments and Results

To analyze the influence of each feature type in the class-based WSD, we designed a large set of experiments. An experiment is defined by two sets of semantic classes. First, the semantic class type for selecting the examples used to build the classifiers (determining the abstraction level of the system). In this case, we tested: sense\(^{12} \), BLC20, BLC50, WordNet Domains (WND), SUMO and SuperSense (SS). Second, the semantic class type used for building the semantic features. In this case, we tested: BLC20, BLC50, SuperSense, WND and SUMO. Combining them, we generated the set of experiments described later.

<table>
<thead>
<tr>
<th>Test</th>
<th>pos</th>
<th>Sense</th>
<th>BLC20</th>
<th>BLC50</th>
<th>WND</th>
<th>SUMO</th>
<th>SS</th>
</tr>
</thead>
<tbody>
<tr>
<td>SE2</td>
<td>N</td>
<td>4.02</td>
<td>3.65</td>
<td>3.94</td>
<td>2.66</td>
<td>3.33</td>
<td>2.73</td>
</tr>
<tr>
<td></td>
<td>V</td>
<td>9.82</td>
<td>7.11</td>
<td>6.94</td>
<td>2.69</td>
<td>5.94</td>
<td>4.06</td>
</tr>
<tr>
<td>SE3</td>
<td>N</td>
<td>4.93</td>
<td>4.08</td>
<td>3.92</td>
<td>3.05</td>
<td>3.94</td>
<td>3.06</td>
</tr>
<tr>
<td></td>
<td>V</td>
<td>10.95</td>
<td>8.64</td>
<td>8.46</td>
<td>2.49</td>
<td>7.60</td>
<td>4.08</td>
</tr>
</tbody>
</table>

Table 3: Average polysemy on SE2 and SE3

Table 3 presents the average polysemy on SE2 and SE3 of the different semantic classes.

4.1 Baselines

The most frequent classes (MFC) of each word calculated over SemCor are considered to be the baselines of our systems. Ties between classes on a specific word are solved obtaining the global frequency in SemCor of each of these tied classes, and selecting the more frequent class over the whole training corpus. When there are no occurrences of a word of the test corpus in SemCor (we are not able to calculate the most frequent class of the word), we obtain again the global frequency for each of its possible semantic classes (obtained from WN) over SemCor, and we select the most frequent.

4.2 Results

Tables 4 and 5 present the F1 measures (harmonic mean of recall and precision) for nouns and verbs respectively when training our systems on SemCor and testing on SE2 and SE3. Those results showing a statistically significant\(^{13} \) positive difference when compared with the baseline are in marked bold. Column labeled as “Class” refers to the target set of semantic classes for the classifiers, that is, the desired semantic level for each example. Column labeled as “Sem. Feat.” indicates the class of the semantic features used to train the classifiers. For example, class BLC20 combined with Semantic Feature BLC20 means that this set of classes were used both to label the test examples and to define the semantic features. In order to compare their contribution we also performed a “basicFeat” test without including semantic features.

As expected according to most literature in WSD, the performances of the MFC baselines are very high. In particular, those corresponding to nouns (ranging from 70% to 80%). While nominal baselines seem to perform similarly in both SE2 and SE3, verbal baselines appear to be consistently much lower for SE2 than for SE3. In SE2, verbal baselines range from 44% to 68% while in SE3 verbal baselines range from 52% to 79%. An exception is the results for verbs considering WND: the results are very high due to the low polysemy for verbs according to WND. As expected, when increasing the level of abstraction (from senses to SuperSenses) the results also increase. Finally, it also seems that SE2 task is more difficult than SE3 since the MFC baselines are lower.

As expected, the results of the systems increase while augmenting the level of abstraction (from senses to SuperSenses), and almost in every case, the baseline results are reached or outperformed. This is very relevant since the baseline results are very high.

Regarding nouns, a very different behaviour is observed for SE2 and SE3. While for SE3 none of the system presents a significant improvement over the baselines, for SE2 a significant improvement is obtained by using several types of seman-

\(^{11}\)Depending on the experiment, around 30% of the original features are removed by this filter.

\(^{12}\)We included this evaluation for comparison purposes since the current system have been designed for class-based evaluation only.

\(^{13}\)Using the McNemar’s test.
tic features. In particular, when using WordNet Domains but also BLC20. In general, BLC20 semantic features seem to be better than BLC50 and SuperSenses.

Regarding verbs, the system obtains significant improvements over the baselines using different types of semantic features both in SE2 and SE3. In particular, when using again WordNet Domains as semantic features.

In general, the results obtained by BLC20 are not so much different to the results of BLC50 (in a few cases, this difference is greater than 2 points). For instance, for nouns, if we consider the number of classes within BLC20 (558 classes), BLC50 (253 classes) and SuperSense (24 classes), BLC classifiers obtain high performance rates while maintaining much higher expressive power than SuperSenses. In fact, using SuperSenses (40 classes for nouns and verbs) we can obtain a very accurate semantic tagger with performances close to 80%. Even better, we can use BLC20 for tagging nouns (558 semantic classes and F1 over 75%) and SuperSenses for verbs (14 semantic classes and F1 around 75%).

Obviously, the classifiers using WordNet Domains as target grouping obtain very high performances due to its reduced average polysemy. However, when used as semantic features it seems to improve the results in most of the cases.

In addition, we obtain very competitive classifiers at a sense level.

### 4.3 Learning curves

We also performed a set of experiments for measuring the behaviour of the class-based WSD system when gradually increasing the number of training examples. These experiments have been carried for nouns and verbs, but only noun results are shown since in both cases, the trend is very similar but more clear for nouns.

The training corpus has been divided in portions of 5% of the total number of files. That is, complete files are added to the training corpus of each incremental test. The files were randomly selected to generate portions of 5%, 10%, 15%, etc. of the SemCor corpus. Then, we train the system on each of the training portions and we test the system on SE2 and SE3. Finally, we also compare the resulting system with the baseline computed over the same training portion.

Figures 1 and 2 present the learning curves over SE2 and SE3, respectively, of a class-based WSD system based on BLC20 using the basic features and the semantic features built with WordNet Domains.

Surprisingly, in SE2 the system only improves the F1 measure around 2% while increasing the training corpus from 25% to 100% of SemCor. In SE3, the system again only improves the F1 measure around 3% while increasing the training corpus from 30% to 100% of SemCor. That is, most of the knowledge required for the class-based WSD system seems to be already present on a small part of SemCor.

Figures 3 and 4 present the learning curves over SE2 and SE3, respectively, of a class-based WSD system based on SuperSenses using the basic features and the semantic features built with WordNet Domains.

Again, in SE2 the system only improves the F1

<table>
<thead>
<tr>
<th>Table 4: Results for nouns</th>
<th>Sense</th>
<th>Poly</th>
<th>All</th>
</tr>
</thead>
<tbody>
<tr>
<td>Class</td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td></td>
<td>SensEval2</td>
<td>SensEval3</td>
<td></td>
</tr>
<tr>
<td></td>
<td>Poly</td>
<td>All</td>
<td>Poly</td>
</tr>
<tr>
<td>basicFeat</td>
<td>65.12</td>
<td>71.30</td>
<td>64.45</td>
</tr>
<tr>
<td>BLC20</td>
<td>65.60</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>SS</td>
<td>65.12</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>SUMO</td>
<td>65.60</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>basicFeat</td>
<td>65.12</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>BLC20</td>
<td>65.60</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>SS</td>
<td>65.12</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>SUMO</td>
<td>65.60</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>basicFeat</td>
<td>65.12</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>BLC20</td>
<td>65.60</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>SS</td>
<td>65.12</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>SUMO</td>
<td>65.60</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>basicFeat</td>
<td>65.12</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>BLC20</td>
<td>65.60</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>SS</td>
<td>65.12</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>SUMO</td>
<td>65.60</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>basicFeat</td>
<td>65.12</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>BLC20</td>
<td>65.60</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>SS</td>
<td>65.12</td>
<td>71.79</td>
<td>64.45</td>
</tr>
<tr>
<td>SUMO</td>
<td>65.60</td>
<td>71.79</td>
<td>64.45</td>
</tr>
</tbody>
</table>

14Each portion contains also the same files than the previous portion. For example, all files in the 25% portion are also contained in the 30% portion.
measure around 2% while increasing the training corpus from 25% to 100% of SemCor. In SE3, the system again only improves the F1 measure around 2% while increasing the training corpus from 30% to 100% of SemCor. That is, with only 25% of the whole corpus, the class-based WSD system reaches a F1 close to the performance using all corpus. This evaluation seems to indicate that the class-based approach to WSD reduces dramatically the required amount of training examples.

In both cases, when using BLC20 or SuperSenses as semantic classes for tagging, the behaviour of the system is similar to MFC baseline. This is very interesting since the MFC obtains high results due to the way it is defined, since the MFC over the total corpus is assigned if there are no occurrences of the word in the training corpus. Without this definition, there would be a large number of words in the test set with no occurrences when using small training portions. In these cases, the recall of the baselines (and in turn F1) would be much lower.

### 5 Conclusions and discussion

We explored on the WSD task the performance of different levels of abstraction and sense groupings. We empirically demonstrated that Base Level Concepts are able to group word senses into an adequate medium level of abstraction to perform supervised class–based disambiguation. We also demonstrated that the semantic classes provide a rich information about polysemous words and can be successfully used as semantic features. Finally we confirm the fact that the class–based approach reduces dramatically the required amount of training examples, opening the way to solve the well known acquisition bottleneck problem for supervised machine learning algorithms.

In general, the results obtained by BLC20 are not very different to the results of BLC50. Thus, we can select a medium level of abstraction, without having a significant decrease of the perfor-
mance. Considering the number of classes, BLC classifiers obtain high performance rates while maintaining much higher expressive power than SuperSenses. However, using SuperSenses (46 classes) we can obtain a very accurate semantic tagger with performances around 80%. Even better, we can use BLC20 for tagging nouns (558 semantic classes and F1 over 75%) and SuperSenses for verbs (14 semantic classes and F1 around 75%).

As BLC are defined by a simple and fully automatic method, they can provide a user-defined level of abstraction that can be more suitable for certain NLP tasks.

Moreover, the traditional set of features used for sense-based classifiers do not seem to be the most adequate or representative for the class-based approach. We have enriched the usual set of features, by adding semantic information from the monosemous words of the context and the MFC of the target word. With this new enriched set of features, we can generate robust and competitive class-based classifiers.

To our knowledge, the best results for class-based WSD are those reported by (Ciaramita and Altun, 2006). This system performs a sequence tagging using a perceptron–trained HMM, using SuperSenses, training on SemCor and testing on SensEval3. The system achieves an F1–score of 70.54, obtaining a significant improvement from a baseline system which scores only 64.09. In this case, the first sense baseline is the SuperSense of the most frequent synset for a word, according to the WN sense ranking. Although this result is achieved for the all words SensEval3 task, including adjectives, we can compare both results since in SE2 and SE3 adjectives obtain very high performance figures. Using SuperSenses, adjectives only have three classes (WN Lexicographic Files 00, 01 and 44) and more than 80% of them belong to class 00. This yields to really very high performances for adjectives which usually are over 90%.

As we have seen, supervised WSD systems are very dependent of the corpora used to train and test the system. We plan to extend our system by selecting new corpora to train or test. For instance, by using the sense annotated glosses from WordNet.

References


